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ABSTRACT
Weblogs, their content and community structures, all live
online. Bloggers, the topics they discuss and the resulting
impact all have some manifestation in the physical world.
This paper makes an initial investigation into the ways in
which these two spaces can be connected and how that con-
nection can be understood via the integration of weblog min-
ing systems and geographical information systems.

1. INTRODUCTION
The sheer volume of content appearing on blogs is seen

by many as a rich resource for understanding the opinions
of the masses. Like any data set, the more features we can
mine, the more interesting the analysis becomes. As blogs
are generally authored by individual people (as opposed to
robots or communities), we can consider overlaying standard
demographic segmentations over these authors (and by in-
ference the statements they make). One key demographic
dimension is that of location.

This paper describes some baseline experiments in relat-
ing bloggers to geographical locations. It describes an ap-
plication of simple Geographical Information Systems meth-
ods to the results of a naive location identifying technology,
drawing some interesting insights about the distribution of
bloggers. In addition, some attention is given to appropriate
visualizatoins of geolocated data.

2. GEOGRAPHICAL INFORMATION SYS-
TEMS

The term Geographical Information System (GIS) refers
to any application that displays or analyses data with a geo-
graphical component. These applications may be essentially
geographic in nature - for example mapping software; but
they may also be focused on other types of data that are
grounded in the physical world such as population, disease,
flora and fauna.

GIS technology has now reached a certain level of ma-
turity. At this level, much of the data essential to these
systems is now a commodity, and happily, as a result, much
of it is freely available online.

As well as data describing geolocations such as adminis-
trative areas, populated places, water features and commu-
nication infrastructure, there is also a wealth of data de-
scribing, for example, population, ethnicity, linguistics, de-
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PPL State Lat Lon

Riverdale South Carolina 34.42 -79.34
32.45 -80.90
35.06 -82.13
33.58 -81.02

Blackberry Virginia 36.72 -80.09
37.94 -76.42

Table 1: Examples of populated place ambiguity at
the state level. Note that all coordinates are given
in decimal degree notation, not compound hours,
minutes and seconds.

mographics, etc. Many national census bodies freely provide
this data online.

2.1 GIS Data
This paper is concerned with a number of basic types

of GIS data. Firstly, there is boundary data - polygons
describing the political boundaries of nations, states and
so on. This kind of data was used to provide the shape
and location of American states. The data was encoded in
ESRI’s ARC shapefile format ([2]) which provides polygonal
information as well as the name of the state.

Secondly there is gazetteer data. This data describes the
location and definition (that is to say the position within a
hierarchy of county, state and country) of populated places.

GIS data often uses a simple convention to describe the
hierarchical organization of political geographic locations.
ADMIN0 refers to a country, ADMIN1 refers to a state or province,
ADMIN2 refers to a county and PPL (populated place) refers
to a habitation of some form.

The United States Geological Survey ([5]) provides a gazetteer
describing 181, 555 populated places within the United States
of America. This resource describes locations in terms of:

• latitude and longitude (in degrees, minutes and sec-
onds),

• PPL - the name of the location,

• ADMIN1 - the state represented by a standard two letter
code,

• ADMIN2 - the county,

Most of the places listed in this gazetteer have a name that
is unique. At the state level, 84.72% of names are unique,
7.41% are doubled, 2.11% are trippled, 0.98% are quadru-
pled and 0.48% are quintupled. Thus, if we know the state,



asking for a place by name would result in a unique match
84.72% of the time. The average Euclidean distance between
ambiguous points is 2.0235 degrees, that between all points
is approximately 26.4 degrees. Examples of ambiguities are
given in Table 1.

The two data sets were related to each other simply by
lookup on the state name. This represents a trivial example
of data integration.

2.2 Relating GIS Data to Semi-structured Lo-
cation Descriptions

Informal structured descriptions of locations often contain
two or three fields describing a path through a hierarchical
organization - for example, USA, Pennsylvania, Pittsburgh.
Given a resource like the US gazetteer described above, we
can take this informal description and attempt to map it
to a formal location. Mapping the semi-structured textual
description of a location to a formal semantic representation
is a form of named entity recognition.

Many approaches to named entity recognition either stop
short of mapping entity names to a semantic representation,
or they map entity names to some sort of on-the-fly inter-
pretation which fails to provide any basis for inference as
it is not connected to a knowledge base of any sort. The
attraction of backing a named entity task with a semantic
world already pre-populated is in the requirement to go be-
yond simple string based ’normalization’ (a process which
fails to provide a real interpretation as it presents results in
the same object language as the statements are made).

3. BLOG PROFILES
Livejournal ([4]) and Xanga ([6]), as well as many other

blog hosting services, provide an opportunity for the user
to describe a number of biographical details. These include
some key demographic features such as age, gender and lo-
cation. These services allow certain amounts of flexibility in
describing location.

Livejournal users select a country from a predefined list.
They may then enter as free text a city. Residents of the
USA may select a state from a list, and others may enter a
state in free text.

The interface for Xanga acquires locational information
via an entirely different process. Xanga is in part organized
around what are called ’Metros’. The act of joining a Metro
takes you to an interface that allows you to browse Metros
via a hierarchy of geographical locations. Via this interface
one ultimately ends up at a page which lists existing Metros
(which you can join), and which provides a link to suggest
a new Metro. We hypothesise that these differing interfaces
lead to different behaviours in how users describe their lo-
cations. This hypothesis predicts that Livejournal users are
more likely to provide precise locational information whereas
Xanga users are more likely to select proximate Metro areas.

In fact, our crawl of 239, 876 Livejournal profiles contains
16, 983 locations within the US where as the global Xanga
statistics contains only 4, 965 out of a total of 6, 972 Metros
worldwide.

In addition, both Livejournal and Xanga provide various
aggregate statistics. Specifically, Livejournal provides ag-
gregate counts of users by country, and Xanga exposes its
complete locational hierarchy, giving users information at
the leaves (the Metro level).

As of March 4th 2005, Livejournal has 5, 678, 064 mem-

bers in the United States. Xanga contains 1, 154, 314 US
users.

4. EXPERIMENTAL DATA
A two data sets were collected for the experiments de-

scribed in this paper. 239, 876 Livejournal profiles were
crawled using a list of URLs generated by the crawling com-
ponent of the BlogPulse system ([1]) (data set L). These
URLs represent a sample of blogs updated in the January
2005. The result of the Livejournal crawl is a table contain-
ing three columns: the profile URL, the field name and the
field value. Livejournal concatenates the information pro-
vided by the user into the sequence Metro State, Country.
Given that the country is selected from a list, as is the state
for the US, the only free text to deal with is the name of
the Metro if provided. L contains 16, 983 unique location
strings.

The counts of bloggers registered to Xanga’s Metros were
crawled and transformed into a simple table of Country,
State, Metro and count (data set X). Due to the meth-
ods by which Livejournal Xanga gathers locational data (as
described above), only the Metro fields contains free text.

5. MATCHING LOCATIONS
This work is focused on the locations within the United

States of America, so we are assured of fixed values for
the country and the state for both X and L. The match-
ing process, then, works firstly by matching the state (a
standard two letter code was used represent each state - e.g.
PA for Pennsylvania), a secondly by matching the name
of the Metro with a populated place from the state. The
naive matching strategy deals with ambiguous locations (i.e.
matches where the state returns more than one place for a
given name) by simply picking a single location from the set
of candidates.

Of the 16, 983 locations from L, 6, 501 failed to produce a
match. That is 15.12 % of all locations, representing 9, 448
bloggers - 4.94 % of 239, 876 profiles).

Of the 4, 965 locations from X, 1, 511 failed to produce
a match. That is 30.43 % of all locations, representing 120,
978 bloggers - 10.48 % of 1, 154, 314 users.

Some error analysis was performed to understand the com-
mon types of problems encountered by the literal matching
strategy. It was observed that in a number of cases, words
were being appended to the names of places. For L, 236
users appended the word ’area’ to the location. This repre-
sents 2.50 % of all users in error cases and 107 locations. The
largest of these was ’Bay Area’. For X, 13, 952 users iden-
tified themselves with Metros ending with the word ’area’
(11.53 % of users in 50 locations). The largest of these
was ’Tampa Area’. Additional problems were observed with
terms like ’city’ and ’county’.

For L, the remainder, consists of 6, 166 locations. The top
10 location account for 697 users (7.37 % of error cases).

Of the remaining locations for X, the top 10 account for
14, 159 users (11.70 % of all unknown locations) - see Table
2. According to the gazetteer, Queens is not strictly defined
as a city, but a ’cell’ (it is in fact a borough); Champaign is
defined as a city in the county of Urbana; Maui is defined
as a county. Similar explanations can be found for the other
misses in both L and X.

To complete the analysis, we must also look at the prob-



Figure 1: Comparing Livejournal per capita bloggers at the state level in Euclidean and spherical projections.
Darker colours indicate a higher density of bloggers.

lems relating to ambiguous names. Recall that the matching
strategy is to simply take one of the locations as being rep-
resentative of a set of same-named locations.

For L, 804 lookups resulted in an ambiguous location (4.73
% of all locations, % of all hits). 7, 045 users, i.e. 2.94 % of
all users , an average of 3.06 locations per ambiguous hit.

For X, of the lookups that resulted in a hit, 303 were
for ambiguous locations (6.10% of all locations). This rep-
resents 52, 353 users (4.54 % of all users). The average
ambiguity was 2.52.

In conclusion, a naive matching algorithm was implemented
to map semi-structured locational information to a struc-
tured database of locations. This represents a mapping from
an object world of structured textual descriptions to a struc-
tured semantic space composed of locations - in the case of
populated places, and polygons in the case of states and
countries.

6. VISUALIZING DATA IN MAPS
A geographical map is a projection of a three dimensional

space onto a plane. This process results in distortions of var-
ious kinds, most importantly those of relative area of shapes,
and the direction and distance between two points. For ex-
ample, the map in Figure 1 which compares the per capita
of Livejournal bloggers in US States in Euclidean space and
spherical projection. The Euclidean projections distorts the
area of the norther states. Consequently, Alaska has far
more impact than its statistical value.

In general an editorial choice must be made to balance
convenience with representational accuracy. The three di-

mensional globe representation is inconvenient as multiple
views are required to cover the entire international data set.
In addition, there are distortions determined by the point
of view due to foreshortening. When viewing a limited data
set, like that of the contiguous states of the USA, these is-
sues, however, are not too worrying and make the spherical
projection the preferred approach.

In addition to these issues of projection, the rendering of
statistics in the map is also highly problematic. A clear
example is the standard map for describing election results
in US states. The map of coloured states does not manage
to take into account the relative populations of those states.
Consequently, the carrying of a state by a party (represented
by blue or red colouring) gives impact relative to the area of
the state, not the number of voters or the power of that vote.
Consequently, the semantics of a statistic can necessitate
modifications in the design of the map.

With these considerations in mind, it is instructive to ex-
amine the results reported in [3]. That study used a similar
livejournal data set to that described here. However, the
data is presented firstly in a naive projection, and secondly
without any normalization for population. Consequently,
California, Florida, New York and other states are reported
as having many bloggers due to the computing industry.
This claim has some contrasts with the results presented in
this paper which take in to account population.

7. RESULTS
The map in Figure 2 shows two variables. Firstly, states

are coloured according to the normalized per capita blog



Livejournal
Name Count

Staten Island 116
Mc Allen 104
Saint Clair Shores 90
St. Louis 79
Long Island 74
East Detroit 69
De Kalb 53
Shawnee Mission 49
NYC 48
LA 45

Xanga
Name Count

Queens 8592
Champaign-Urbana 1586
Maui 1498
Bloomington-Normal 1444
Bridgewater 530
Sexual 192
LaGrange 119
Tri-Cities 103
T-County 48
Sterling-RockFalls-Dixon 47

Table 2: Unknown locations in Livejournal and Xanga (excluding ’area’, city and county entries

count. This is computed by cstate/pstate ∗ rmax where cstate

is the blog count for the state, pstate is the population of
the state and rmax is the largest per capita ratio. Secondly,
cities are plotted such that the area indicates the number of
bloggers. The diameter of each circle isp

(cstate + 1/max(c) + 1)C.

Cities are labeled if their normalized count (i.e. cstate/max(c))
falls above a certain threshold, in this case 0.5.

8. DATA ANALYSIS
These maps give a powerful indication that there are sig-

nificant differences between Xanga and Livejournal. Either
the user bases, for some as yet undetermined reason, are
radically different, or the effect of the different location ac-
quisition strategies used in the two systems is significant.

There are two examples of these differences:

• The maps indicate that the distribution of bloggers in
key cities is quite different. Livejournal’s key cities are
Seattle, Portland, Los Angeles, Austin, Chicago, Or-
lando and New York. Xanga’s are Los Angeles, Dallas,
Houston, Chicago, Atlanta and Philadelphia.

• We can see a marked difference in the per capita blog-
gers. The Livejournal data has clear concentrations
on both sea-boards, whereas the Xanga data has a
distinct band in the central belt.

Explaining the observed data is a hard problem.One ap-
proach might be to determine some feature that indicates
location independant of profile acquisition and study the
two distributions. If these are more comparable, then the
hypothesis that the differences are due to the interface might
be borne out.

As with any visualization, it must be kept in mind that
any aspect of this data could trivially be presented in a sim-
ple table. However, the value of well designed data visual-
izations is in their ability to present multiple dimensions of
information such that the relationships between dimensions
is clear and meaningful, and such that patterns either within
a dimension or between dimensions can be intuitively drawn
out. These criteria can not be met by the humble table.

9. CONCLUSIONS
This paper has focused on two essential areas: the min-

ing and interpretation of certain geographical features of the

blogosphere, and making observations about those features
via their presentation in a GIS. The goal has been to ex-
plore the value of the integration of blog mining and GIS
technology.

The results presented here come with a number of caveats.
Firstly, although an analysis was carried out of the ambigu-
ities and errors in the naive matching algorithm, neither the
data nor the algorithm was adjusted to account for these
problems. The impact of these errors on the observations is
assumed to be relatively low given the analysis.

Secondly, the normalized per capita results for Livejournal
were computed from locational information, not from the
global statistics available from Livejournal. A comparison
of the distribution of counts between this crawled data and
the global statistics indicates that the general crawl used
for Livejournal profiles was reasonably bias-free and so the
overall picture that the state analysis provides is regarded
as accurate.

This work has only started to scratch the surface of what
might be achieved in this area. As we may analyse any lo-
cated information with blog data, we can imagine viewing
bloggers by average income, rate of home ownership, aver-
age rainfall and so on. In addition, the virtual social infor-
mation that is present in blogging systems provides another
data dimension worth examining. For example, profiles such
as Livejournal and Xanga often provide information about
’friends’. Figure 3 shows an example of viewing this link
structure geographically.

There is no telling what insights might be drawn from the
presentation of weblog and geographic data. This paper has
illustrated some basic methods to carry out this program of
experiments and provided examples of the value of appro-
priate visualizations for drawing patterns and insights from
weblog data.

10. REFERENCES

[1] BlogPulse. www.blogpulse.com.

[2] ESRI.
http://www.esri.com/library/whitepapers/pdfs/shapefile.pdf.

[3] R. Kumar, J. Novak, P. Raghavan, and A. Tomkins.
Structure and evolution of blogspace. Communications
of the ACM, 47(12):35–39, December 2004.

[4] Livejournal. www.livejournal.com.

[5] U. S. G. Survey. www.usgs.gov.

[6] Xanga. www.xanga.com.



Figure 2: Composite states per capita and city count for Livejournal and Xanga. Darker colours indicate a
higher density of bloggers.
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Figure 3: Links between Livejournal users in Seattle and other US cities.


