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ABSTRACT
The web is a vast graph built of hundreds of millions of
web pages and over a billion links. Directly or indirectly,
each of these links has been written by hand, and, despite
the amount of duplication among links, is the result of an
enormous effort by web authors.

One has to ask if it is possible that some of this labour
can be automated. That is, can we automate some of the
effort required to create and maintain links between pages?
In [3], we described FWEB, a system capable of automating
link creation using publish/subscribe communication among
a peer-to-peer network of web servers. This allowed web
servers to match information about link requirements and
page content in circumstances where we specify an anchor
in terms of what content we want to link to, rather than
a specific URL. When such a match is successful, a link
between the pages is automatically created.

However, this system relied on simple keyword descrip-
tions, and has several drawbacks, verified by experiment. In
this paper, we introduce semantics into the process of match-
ing the content requirements for links and the descriptions
of web pages to aid the matching process. In addition, we
extend the capabilities of the FWEB architecture to include
link personalization and explicit backlinks.

Categories and Subject Descriptors
H.3.1 [Information Storage and Retrieval]: Content
Analysis and Indexing; H.3.3 [Information Storage and
Retrieval]: Information Search and RetrievalSelection Pro-
cess; H.3.3 [Information Storage and Retrieval]: Sys-
tems and SoftwareInformation Networks

General Terms
Algorithms, Design, Performance
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1. INTRODUCTION
The web is a vast repository of hypertext documents and

other resources, connected by hyperlinks. Pages on the web
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number in hundreds of millions, while the number of hyper-
links is estimated at more than a billion [11]. While the
content of some web pages may be generated automatically,
each hyperlink is essentially hand-written (either directly
into the page or stored in a database from which a page is
generated). The structure of the web, therefore, is testament
to a truly enormous effort by web page authors.

Creating and maintaining relevant and appropriate hy-
perlinks requires some effort on the part of the page author,
particularly if the hyperlink is to add some value to the page
being written. When web page authors are writing or edit-
ing web documents, they insert links to other web pages that
are known to them and which appear to offer content that
is relevant to part of the page they are writing/editing. The
part of this process that is problematic is how these other
pages become known to the web page author. It may be that
the author is also the author of these other pages, or that
they are part of the same web site (for example, as in intra-
website navigation bars). There is also the case where the
author wishes to clarify some point in their web document
and wishes to locate information elsewhere on the web that
will provide that clarification. How, in this case, does the
author locate a relevant page? There seem to be two possi-
bilities: (i) they already know of its existence from their own
web surfing experience, or (ii) they find it through a search
engine. What is common to both of these possibilities is
that

• the page to link to must already exist, in order for the
URL to be written into the referring page,

• if there is a choice of pages to link to, only one can
be chosen (although there is the possibility of repeat-
ing the anchor with a different URL, this effectively
replicates the problem)

In [3], we examined whether the process of building the
web can be automated under certain conditions. In other
words, can the creation of links between pages be performed
automatically? One of the benefits of being able to au-
tomate this process is that in fast-moving and incomplete
spheres of knowledge, manually maintaining an up-to-date
set of hyperlinks to new and constantly changing informa-
tion is time-consuming and costly. We showed that this can
be done provided that, in place of actual URLs, we specify
a hyperlink in terms of what kind of content we want to
link to and then use a publish/subscribe form of commu-
nication to match up what we are interested in with what



kind of content a page offers. To demonstrate this con-
cept, we described an experimental web architecture, called
FWEB, in which web servers were linked in a peer-to-peer
network with publish/subscribe communication to exchange
and match subscriptions for links and publications of page
summaries.

However, the FWEB architecture in [3] has been found
to have certain limitations. While the basic infrastructure
allowed hyperlinks to be established automatically using the
publish/subscribe mode of communication, it relied on sim-
ple free-form keywords, which, we have found in practice,
produce few meaningful matches between pages.

In this paper, we report on how this problem have been
addressed in the latest version of FWEB. We show how the
use of the taxonomic elements of user-selected ontologies
can improve the matching process. This allows the page
author to describe the content of a link or the summary of
a page using terms from a relevant ontology, and includes
simple matching against the hierarchy of terms in the on-
tology to resolve undefined references. The benefit of this
work is to resolve many of the problems in the matching of
subscriptions for links and publications of page data, whilst
introducing a more powerful and expressive means of do-
ing so. In addition, we describe extensions to the basic
publish/subscribe protocol used to automatically find hy-
perlinks, to allow users to personalize their view of the web
and to create explicit bi-directional links between pages that
allow users to navigate forwards and backwards across hy-
perlinks.

The structure of the rest of this paper is as follows: in Sec-
tions 2 and 3, we review publish/subscribe communication
and the FWEB infrastructure presented in [3]; Section 4, we
explain the problem of matching subscriptions and publica-
tions in FWEB and present a solution based on ontologies;
in Section 5, we describe how FWEB has been extended to
allow users to personalize their view of the web graph and to
allow bi-directional navigation of hyperlinks. Finally, Sec-
tion 6 presents related work and Section 7 presents conclu-
sions and areas of further work.

2. PUBLISH/SUBSCRIBE COMMUNICATION
Publish/Subscribe systems [7] form an important com-

munications paradigm in distributed systems, one in which
servers (or producers of messages) are decoupled from clients
(or consumers) by the network. Instead of clients contact-
ing servers directly to request services or information, clients
register a subscription with the network to receive messages
satisfying certain criteria. Servers publish information onto
the network, without knowing who will receive it, and the
network undertakes to route messages to the appropriate
clients based on the set of subscriptions currently in effect.

Within the publish/subscribe paradigm, there are many
different types of system based on how a subscriber makes
a subscription. Traditional publish/subscribe systems cre-
ate channels, groups or topics, sometimes hierarchial, un-
der which messages may be classified. In this case, a sub-
scription is simply the identity of the channel, group, or
topic that a user wants to receive messages from. Once
subscribed, the user or subscribe receives all messages that
are published under that channel, group or topic. Recently,
another approach to publish/subscribe has been developed
that allows subscriber to specify their interests in terms of
the kind of message content they want to receive: this is

known as content-based routing.
The advantage of combining content-based routing and

publish/subscribe, to create content-based publish/subscribe [2]
[1] [13], over more conventional systems is the far greater
flexibility that is permitted in creating subscriptions. Sub-
scribers are in effect allowed to create their own message
groupings rather than simply sign up to predefined ones. A
subscriber can, for example, request to receive all messages
of a certain type, such as StockQuote messages (perhaps
from a particular publisher), where the company name in
the StockQuote message is ”IBM”. When the subscription
has been registered with the network (typically a network of
servers overlaying a TCP/IP-based network), the network
undertakes to route to the subscriber all messages of that
type whose content satisfies the subscriber’s criteria, typi-
cally using an overlay network of brokers, servers whose role
is to match up subscriptions with publications.

3. FWEB INFRASTRUCTURE
In [3], we proposed a new web infrastructure, called FWEB,

that allows page authors to specify hyperlinks, not in terms
of specific URLs, but in terms of the content of the pages to
be linked to. The aim of FWEB is to allow automatic cre-
ation of hyperlinks as and when matching content becomes
available. In areas where knowledge may be incomplete and
expanding, the process of manually locating new or updated
pages that are relevant to be the target of hyperlinks is an ex-
pensive and time-consuming process. The benefit of FWEB
is to reduce the cost of this process by automating it.

In FWEB, therefore, we indicate what content we want to
link to, rather than what URL. Through the use of new tags
for FWEB, a web document author can indicate where new
links should be inserted into a document as and when new
and relevant content is found by using a <LINKTO KEY="...">

... </LINKTO tag, rather than an HTML anchor tag. The
<LINKTO> tag is used around text which the author would
like to act as a hyperlink to other documents (that may or
may not exist in the web graph when the document is cre-
ated). The KEY attribute of the tag contains those keywords
to be used in finding matching content on other pages. For
example

<HTML> <HEAD>

<TITLE>Web Servers</TITLE>

<SUMMARY> Web servers </SUMMARY>

</HEAD>

<BODY>

<H1> The role of web servers </H1>

The role of an

<LINKTO KEY="web servers"> HTTP-enabled web

server </LINKTO>

is to respond to

<LINKTO KEY="HTTP">HTTP (Hypertext Transfer

Protocol) </LINKTO>

requests.

<!-- rest of page -->

</BODY> </HTML>

We also include a new SUMMARY tag, to be included in
the header of a page and which acts as an aid to matching
page content to link requirements. The SUMMARY tag is
similar to the use of the existing HTML <META> tag, which
has been used in the past to advertise a page’s content to
search engines. We have defined a separate tag, rather than



reuse <META, in order to avoid confusion and also to allow
future extension of use.

The syntax of the SUMMARY tag is:

<SUMMARY> keyword-list </SUMMARY>

and is placed between the <HEAD> and </HEAD> tags in an
HTML document. For example,

<HTML> <HEAD>

<TITLE>CGI Programming Notes</TITLE>

<SUMMARY> CGI, Web Server, Protocol, HTTP

</SUMMARY>

</HEAD>

<BODY>

<!-- body of web page -->

</BODY> </HTML>

The problem faced by FWEB is how to connect a web
page with a <LINKTO> tag with a page with a <SUMMARY> tag
when the keywords in the <LINKTO> tag and the content of
the <SUMMARY> tag agree. We solve this problem by arrang-
ing FWEB servers as a broker network and employing the
content-based publish/subscribe paradigm.

The infrastructure for FWEB is a P2P network of bro-
kers based on CHORD [5] [16]. CHORD is a popular dis-
tributed P2P service with a single operation: node lookup
based on Distributed Hash Tables (DHTs). Given a par-
ticular hash key, the CHORD architecture allows fast and
efficient lookup of the P2P node associated with that par-
ticular key. Each FWEB server participates in the P2P sys-
tem, acting not only as a web server, therefore, but also as
a broker node in a content-based publish/subscribe system
in order to link pages together.
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Figure 1: Distributing subscriptions

Placing a new web page in the document root of an FWEB
server triggers the server to parse the document and ex-
tract the content of any <SUMMARY> or <LINKTO> tags (cur-
rently, the parsing of new or updated pages is implemented
in our prototype FWEB server using directory polling). If
a <LINKTO> tag is found, then its keywords are used to cre-
ate subscriptions. Each keyword is hashed using a hash
function to locate the FWEB server in the CHORD-based
P2P network which will act as broker for the subscription.
The located server is then contacted with the details of the
subscription (unhashed keyword and URL of the document
containing the <LINKTO> tag). Similarly, the keywords in the
page summary are used to create publications, by hashing
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Figure 2: Distributing subscriptions
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Figure 3: Forwarding matched publication

the keywords to locate the nodes in the FWEB P2P network
that the publications should be sent to.

For example, given a new web page containing the follow-
ing <LINKTO> tag

<LINKTO KEY="cerebrovascular disorders"></LINKTO>

the keyword phrase is hashed to find locate the node that
should receive the subscription for content that match this
description. If a page is published with the <SUMMARY> tag

<SUMMARY>cerebrovascular disorders, Hypoxia

</SUMMARY>

then publications are created for the keyword content.
When an FWEB server receives a subscription, it at-

tempts to match the subscription against the web pages that
it knows have already published summaries1.

Since both the page and the subscription are sent to a
node on the basis of hashing a keyword, then if they contain
the same keyword, they will be sent to the same node. If
the match is successful, then details of the publication are
sent back to the FWEB server that made the subscription.

Using the example <LINKTO> and <SUMMARY> tags above,
we show how subscriptions and publications are matched

1Because of this, FWEB is related to work on continuous
querying in P2P systems, for example, [10].
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Figure 4: Establishing hyperlink

to create hyperlinks. In Figure 1, the placement of a new
page under the FWEB server that is node 3 in the P2P net-
work creates a subscription for ”cerebrovascular disorders”.
Hashing the keyword phrase produces 31 as the id of the
node acting as broker for the subscription. Figure 2 shows
a similar process on the FWEB server at node 18, where
a new page creates a publication based on the content of
the <SUMMARY> tag in the page. The FWEB server at node
31, when ir receives the publication, matches against the
subscription received earlier. Hence the publication is for-
warded to node 8, as in Figure 3. Finally, Figure 4 shows
the establishment of a hyperlink between the page with the
<LINKTO> tag and the page with the SUMMARY tag, once the
publication is received by the node that originated the sub-
scription.

In the current FWEB, a hyperlink is only accepted if its
summary contains all the keyword phrases in a <LINKTO>

tag (by collecting and collating the publications received).
Effectively, therefore, the keywords in a <LINKTO> tag form a
conjunction which must be satisfied for a link to be created.
This mimics the basic structure of a query in a conventional
search engine, and is intended to help restrict the number
of returned search results.

In the current development of FWEB, the hyperlink is es-
tablished by creating a file (with a .url file extension) associ-
ated with the original HTML file that stores the hyperlinks
received for <LINKTO> tags. When the file is requested by
a browser, the web server parses the HTML document and
the file of received hyperlinks, replacing the <LINKTO> tags
with hyperlink anchors. To do this, the current web server
implementation redirects on every request to a Java Servlet
that performs the parsing and replacement process, using a
DHTML drop-down menu to display the multi-valued hyper-
links. This ensures compatibility with current web browsers.
Figure 5 show a screenshot of a web page sent by an FWEB
server with multi-valued hyperlinks displayed using a drop-
down menu.

4. SEMANTIC-BASED MATCHING OF SUB-
SCRIPTIONS AND PUBLICATIONS

In this section, we describe the use of ontologies in the
descriptions of anchors and page content and the implemen-
tation of semantic-based matching of subscriptions and pub-

lications for related terms in an ontology.

4.1 Problems of keyword-based matching
In the version of FWEB described in [3], subscriptions for,

and publications of, page content are made using free-form
keywords, with no restriction on the keywords that can be
used. This is similar to the way in which queries are posed to
search engines, and suffers from many of the same problems.

For example, synonyms mean that the same content to be
described using different keywords. FWEB, however, uses
syntactic equivalence (based on the DHT-based implemen-
tation of the underlying P2P network), and coping with syn-
onyms is therefore difficult. One possible solution would be
a dictionary of available synonyms to be distributed among
peers in the network to expand subscriptions to include all
possible synonyms of a keyword in the subscription. How-
ever, maintaining the dictionary across a large number of
peers would be complex, requiring a central source for the
dictionary updates. In addition, different knowledge do-
mains may impose different meanings on the same term,
resulting in ambiguity if the knowledge domain is not spec-
ified.

Another problem is the semantics of the keywords used.
Consider, for example, the term ”Heart Disease”. In the
Unified Medical Language System (UMLS) [9], for exam-
ple, the UMLS considers that ”Myocardial Infarction” ’is-a’
”Heart Disease” (where ”is-a” represents the parent-child
containment relationship in the UMLS ontology). If a page
author wants to link from an anchor on ”Heart Disease”,
then a page with content on myocardial infarction is a suit-
able candidate according to the UMLS. In the current FWEB
prototype, this would require that the author of the page
on myocardial infarction describe the page using the phrase
”Heart Disease”, as well as ”Myocardial Infarction”, so that
FWEB can match the subscription for ”Heart Disease” against
the same publication. This is quite possible, but has its lim-
itations, since it relies on the author of the page on myocar-
dial infarction describing the page in a way that allows the
match to succeed.

The free-form keyword approach works when it is clear
which specific keywords should be used, so that exact match-
ing can be performed using the hashing functions in the un-
derlying P2P network. Unfortunately, this is unlikely to be
often the case, especially in such a distributed environment,
where page authors are essentially unknown to each other.

Relying on the keyword-only approach also does not al-
low the full expressiveness power of an ontology to be used.
For example, ”coronary artery disease” and ”heart value
disease” are also forms of heart disease, related via the is-a
relationship, according to the UMLS. We might want to cre-
ate a link from an anchor on forms of heart disease, rather
than heart disease in general. Using the keyword approach,
we would have to create subscriptions for each of the terms
that are related via the ”is-a” relationship to heart disease,
in order to represent the relationship.

4.2 Specifying ontology-based subscriptions
To solve these problems with keyword-based matching,

therefore, we introduce the use of ontologies into the creation
and matching of subscriptions and publications in FWEB.
Not only will this remove any semantic ambiguities or confu-
sion about which term to use to describe a link or page, but
will also allow us to represent relations between terms, based



Figure 5: Displaying a page with multi-valued hyperlinks

on the hierarchial taxonomy between terms in an ontology.
Consequently, we have extended the syntax of the <LINKTO>

tag to include ontological features. This allows the page au-
thor to describe the required content of pages to be linked
using terms from an ontology selected for that purpose by
the page author. The <LINKTO> tag also allows the author to
identify the ontology being used. This, in turn, has meant
extending the communications infrastructure of FWEB to
take advantage of these features in matching subscriptions
with publications. The new <LINKTO> syntax is

<LINKTO NS=".." KEY=".."> anchor text </LINKTO>

where the KEY attribute is a comma-separated list of sub-
scription values in the following format:

{CHILD-TERM : RELATIONSHIP : } PARENT-
TERM }

where CHILD-TERM, PARENT-TERM and RELATION-
SHIP are defined specific to an ontology. The only manda-
tory component of a subscription value is PARENT-TERM;
the specification of RELATIONSHIP and CHILD-TERM
are optional. An example of a subscription value is

Myocardial Infarction :is-a :Heart Disease

This example subscription is effectively the same as a sub-
scription value for ”Myocardial Infarction” alone. However,
we also allow the use of the special placeholder term ’ ’ (un-
derscore), which can match any term or relationship. For
example

:is-a :Heart Disease

will match against any term which is in an ”is-a” relation-
ship with ”Heart Disease”, such that the term matching ’ ’ is
the child term of the ”is-a” relationship. This example sub-
scription value will match all of ”coronary heart disease”,
”myocardial infarction” and ”heart value diseases”. If we
generalize the subscription further to

: :Heart Disease

so that the relationship between the child and parent terms
is also unspecified, then we add the term ”Heart” to the list
of child terms, since ”Heart” is the child term in a ”location-
of” relationship with ”Heart Diseases”.

The remaining attribute of <LINKTO>is the NS, or names-
pace, attribute, which identifies the ontology to which the
terms used in the KEY attribute belong. At present, we as-
sign unique identifiers to distinct ontologies and use these as
the values of the namespace attribute to allow us to specify
which ontology is being used in the definition of the sub-
scription values.

The syntax of the <SUMMARY>tag is also amended, albeit
only to include the namespace attribute to identify the on-
tology to which the terms in the tag belong. The new syntax
is:

<SUMMARY NS=".."> keyword-list </SUMMARY>

Keywords included between the opening and closing tags
should be terms in the identified ontology.

One of the consequences of this approach is that sub-
scriptions and publications will only match if both contain
matching terms from the same ontology. Use of the same
ontology by a particular community should lead, therefore,
to the creation of a particular web subgraph for that com-
munity based on links created through FWEB.

4.3 Implementing semantic-based matching
Implementing semantic-based matching of subscriptions

and publications relies on the FWEB servers having access
to the ontology in order to resolve the subscriptions. Given
the example subscription : is-a : Heart Disease, an
FWEB server must expand the operator to all matching
terms.

To implement semantic-based matching of subscriptions
and publications, little change need be made to the current
FWEB architecture. When a page containing a <LINKTO>tag
is placed in the document repository of an FWEB server,
the server extracts the values of the NS (namespace) and
KEY attributes. It identifies the ontology, using the value of
the namespace attribute, and matches the subscription val-
ues from the KEY attribute against the ontology to resolve
instances of the operator. Each child term found by match-
ing against the ontology is then made a separate subscription
request.

In our current development, we have used a set of web
services to provide ontology support, rather than build the
ontology and ontological support into each FWEB server.
As a general infrastructure, FWEB is meant to be ontology-
independent and to allow <LINKTO> tags to be defined using
any available ontology. Hence the use of web services to sep-
arate out and provide ontological support. We do require,
though, that FWEB servers are able to identify which web
service to contact using the value of namespace identifiers.
In our current design, this takes the form of a central registry
web service.

Figure 6 illustrates the process involved in creating sub-
scriptions when a new page is added to an FWEB server.
This shows that adding semantic-based matching inevitably
increases network traffic overhead. Since there is no real-
time requirement in FWEB, we do not envisage that the
extra network traffic will affect the overall performance of
an FWEB server, particularly if the rate of addition of new
pages and updates to existing pages is low. On the other
hand, we do not know how the accumulative overhead of
network traffic will affect the network as a whole. (This
would require an extensive simulation study.)

In the current version of FWEB, we have used conjunction
to match the free-form keyword-based subscription values of
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Figure 6: Creating semantic-based subscriptions

a <LINKTO>tag with received publications. In other words, a
page only becomes a link for a <LINKTO>tag, if the keywords
in its summary include all the keywords in the <LINKTO>tag.
This is necessary because of the multiple ways in which a
particular topic of information may be described. Using
ontologies as a source for subscription values, however, re-
moves this source of ambiguity. Hence, for the semantic-
based FWEB, we use disjunction when creating links. The
content of a page’s summary tag only need contain at most
one of the subscription values of a <LINKTO>tag in order for
the link to be created. Hence if the <LINKTO>tag is

<LINKTO NS=".." KEY=" :is-a :Heart Disease">

Heart Diseases </LINKTO>

and the summary tag of another web page is

<SUMMARY NS="..">Myocardial Infarction </SUMMARY>

a link will be created from the <LINKTO>tag to the page on
myocardial infarction.

5. PERSONALIZATION AND BACKTRACK-
ING IN FWEB

In the current web, and in the current implementation
of FWEB, there is only one globally-shared view of the web
graph. A hyperlink from one page to another can be created
without the permission of the author of the referred-to page,
and is visible to all. Any visitor to a page can see and follow
the links to other pages put in place by the page author.

FWEB, however, offers possibilities for personalization
at group and individual level, as well as possibilities for
permission-based link creation. These possibilities arise from
the physical separation of the link values from the page they
are used in and from the subscription/publication matching
process necessary to create links.

5.1 Browser-based personalization
FWEB currently uses the HTTP protocol to send re-

quested documents, including documents containing <LINKTO>

tags. As mentioned earlier, before these documents are sent,
the FWEB server replaces occurrences of <LINKTO> tags with
matched URLs from a publications file associated with the
document. When a web browser receives the document,
therefore, the URLs matching the content of a <LINKTO>

tag have been embedded in the HTML and the <LINKTO>

tag is removed.
In the latest design for FWEB, however, we are experi-

menting with browser extensions that allow FWEB servers
to send matched URLs separately from the documents whose
<LINKTO> tags they have matched. The browser extensions
then perform the task of replacing the <LINKTO> tags with
the URLs. The publications file of URLs is associated with
the HTML document in the same way that external Cascad-
ing Stylesheet files are associated with an HTML document,
using a header-located <LINK> tag referring to a URL for the
relevant file. We use a custom-defined value for the REL at-
tribute of the <LINK> tag to designate the file referred to as
being a file of matched URLs. For example, the following
link tag

<LINK REL="URL-Publication" HREF="index.url">

is used to load URLs to replace <LINKTO>tags in the HTML
document.

When the page is loaded and displayed, along with the
data from the associated publications file, the browser al-
lows the user to right-click and mark a link in an FWEB-
produced multi-valued hyperlink as not needed. This re-
sults in the addition of the URL to a list of ’excluded’ URLs
(which are stored in a local file). When the page is requested
again, at some later time, the browser remembers that the
link has been marked not for redisplay and consequently it
is omitted from the rendered page.

5.2 Setting and following explicit backlinks
A hyperlink is effectively created when a subscription suc-

cessfully matches a publication, particularly since, in the
redesigned FWEB, we consider the disjunction of subscrip-
tions. Therefore, as well as notifying the subscribing FWEB
server of the match by forwarding the publication data, we
can also notify the publishing FWEB server. This allows a
document to keep track of pages that link to it. We have de-
signed a scheme that allows web pages under FWEB servers
to maintain a list of URLs of pages with <LINKTO> tags
that include its own URL in their associated URL files, and
then to display the backlinks when loaded into a standard
browser.

6. RELATED WORK
There has been a great deal of work in designing and de-

veloping content-based publish/subscribe systems, for ex-
ample, [2] [4] [8] [13] [15] [17], which have successfully tack-
led many of the problems involved in routing a message from
its source to a client based solely on its content. Our work
makes use of this research in its use of a broker-style net-
work to mediate between subscriptions and publications, in
a manner similar to Hermes [13]. However, content-based
publish/subscribe systems, including Hermes, have mostly
been used to implement distributed event notification sys-
tems, which aim to detect events and send notifications con-
cerning events to interested parties as and when they arise.
Event notification systems do not typically maintain event
histories or state. However, FWEB requires that broker
nodes keep track of past publications in order to create hy-
perlinks to documents that already exist. Moreover, we do
not currently require filters in subscriptions more complex
than simple equality.



Lewis et al [12] describe the use of a content-based pub-
lish/subscribe system as part of a complete semantic-based
information dissemination system, allowing client browsers
to make subscriptions to create information spaces, and then
receive notifications when new information becomes avail-
able. Our system differs from this work in that the role of
publish/subscribe in our case is simply to create ordinary
hyperlinks between HTML-compliant web pages based on
matching content on the basis of communication between
web servers, which is a much simpler proposition. More-
over, our system is currently fully compatible with the cur-
rent web. FWEB servers are ordinary web servers with ad-
ditional functionality, and ordinary web browsers can (with
a little added functionality) view web pages from FWEB
servers. The system described in [12], however, depends
heavily on Semantic Web markup and associated technolo-
gies, and would require custom-written browser support.

In terms of P2P systems, Chord has been used before to
implement publish/subscribe systems: for example, content-
based publish/subscribe systems using Chord is described
in Triantafillou et al [19] and Terpstra et al [18]. The pri-
mary goals of [18] are the robustness of the routing strat-
egy for content-based publish/subscribe and the implemen-
tation of a filtering strategy on top of a DHT-based P2P
system, neither of which are currently handled by FWEB
(FWEB’s current concept of filters is limited to simple key-
word equality which does not pose a problem in DHT-based
P2P systems). In [19], the concern is with how range pred-
icates (more complex filters on content, such as less-than or
greater-than) can be implemented in DHT-based P2P sys-
tems such as CHORD where the use of hashing to locate
nodes makes support of filters other than equality difficult.

P2P systems have also been used for semantic-based knowl-
edge management. For example, Ehrig et al [6] describe
SWAP, a project to query distributed RDF collections in a
P2P network. In Schlosser et al [14], a CHORD-like P2P
topology is used to deploy a network of Semantic Web ser-
vice providers and implement an efficient search mechanism
without the need for centralized registries such as UDDI.
The search mechanism in these works is a conventional P2P-
based message broadcast mechanism: a peer wishing to search
for a resource broadcasts a message to other peers and re-
ceives back responses from peers with matching resources.
FWEB has a different concept of search. The use of a
content-based publish/susbcribe mechanism means that there
is no need to broadcast queries among peers. Also, the re-
sults of a search are inherently shareable in FWEB, since
they lead to the creation of hyperlinks in a global hyper-
linked document repository that is separate from the P2P
network. In [6] and [14], the search results are for the client
only.

7. CONCLUSION AND FURTHER WORK
This paper has described the use of a P2P-based content-

based publish/subscribe system to augment the current web,
automating the process of hyperlink creation. It allows web
authors to specify what kind of pages they want to link to,
rather than explicit URLs. The advantage of this approach
is that links to matching pages are automatically added,
maintained and updated without intervention from the web
page author. This may suit knowledge domains where in-
formation is incomplete and expanding.

We have experimented with a prototype FWEB system,

using 4-5 FWEB servers. The FWEB servers are written in
Java and use JXTA to create the CHORD P2P ring, while
documents in the system use free-form keywords to create
subscriptions and publications. Standard browsers, such as
IE, are used to request documents and display the results.
We have found, in this small setting, that FWEB performs
as we expected, and that hyperlinks are created for <LINKTO>
tags as and when documents are added to FWEB servers
whose publications of summary content matches their sub-
scriptions. However, we have not as yet been able to test
or simulate the behaviour of FWEB in a large-scale setting.
The impact of the role of FWEB servers as brokers in a
P2P publish/subscribe system on their performance as web
servers needs to be investigated. If there is any detrimental
affect, then the two roles may need to be separated, as in,
for example, web servers and servlet engines.

There are a number of other areas of further work, which
we describe briefly below.

Subscription languages. The current subscription lan-
guage used to create subscription values for the KEY attribute
of <LINKTO>tags is very basic. It doesn’t, for example, al-
low a mix of complex conjunctive and disjunctive terms.
As such, it is less expressive than the conventional boolean
terms used by standard search engines. We plan to revisit
this area of work to investigate how the expressiveness of
subscription values can be enhanced.

Page Authoring. The design of FWEB, as presented
in this paper, means that page authoring more demanding.
Adding <LINKTO>tags with correct and correctly-formatted
KEY attributes is more time-consuming, and requires web
page editors with built-in ontological support. Authors will
need some guidance concerning the meaning of subscription
values, which should be provided by the editing package.

Navigation is more powerful than the current web, with
the result, perhaps, that it is easier to get lost. Conse-
quently, more support is required to allow users to make
use of this expressiveness. For example, browser extensions
to correctly display multi-valued hyperlinks, rather than
the current Java servlet/DHTML-based ad-hoc solution cur-
rently employed. Also the display of explicit backlinks

Access-based URL permissioning. We plan to exper-
iment with adding access-based permissioning to the match-
ing of subscriptions and publications in FWEB. At present,
a hyperlink is effectively created if a publication matches a
subscription, but it would be possible to make the notifica-
tion of the successful match contingent on the permission of
the author of the page that made the publication. We plan
to experiment with different permissioning frameworks, such
as tokens, to see if this is feasible.

Link verification. FWEB provides a means to deal with
dead links (links to pages that no longer exist), just as it
provides a means of implementing hyperlink permissioning.
This would depend on an FWEB server being notified when
a page in its collection is deleted and publishing a delete
notification onto the P2P network. In general, there is a re-
quirement for automatic link maintenance in FWEB that is
derived from the implementation of automatic link creation.
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