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ABSTRACT 
The goal of this project is to make the Web more accessible by 
providing some of the features naturally available to sighted users 
to users with visual impairments. These features are direct access 
and gestalt understanding, which can emerge from simplification 
and summarization. Simplification is achieved by retaining 
sections of the web page that are considered important while 
removing the clutter. The purpose of summarization is to provide 
the users with a preview of the web page. Simplification and 
summarization are implemented as a “guide dog” that helps users 
navigate the entire web site.   

Categories and Subject Descriptors 
K.4.2 [Computers and Society]: Social Issues – assistive 
technologies for persons with disabilities, handicapped 
persons/special needs; H.4.3 [Information Systems 
Applications]: Communications Applications – Information 
Browsers; H.5.4 [Information Interfaces and Presentation]: 
Hypertext/Hypermedia – navigation, user issues. 

General Terms 
Algorithms, Design, Human Factors. 

Keywords 
Simplification, Summarization, Universal access, Transcoding, 
Disability, Visually impaired. 

1. INTRODUCTION 
Using quick scanning and multimodal representation of the web 
(image, text, etc), sighted users can get a gestalt comprehension of 
the web almost in an instant. Based on this gestalt view of the web 
page, the users then are able to decide what section of the web to 
view and jump directly to that section.  Visually impaired users, 
on the other hand, need to sequentially read the content of a web 
page to form a comprehension of the web page.   

In sequential reading and comprehension, web clutter becomes a 

more serious obstacle than it is in direct access reading.  Sighted 
users can easily ignore the obstacles and go directly to the 
intended section of a web page. Visually impaired users have to 
go through the obstacles one by one and move from one item to 
the next before reading the intended section. 

The goal of this project is to make the Web more accessible by 
providing some of the features naturally available to sighted users 
to users with visual impairments. The first feature is 
simplification. Simplification is achieved by retaining sections of 
the web page that are considered important while removing the 
clutter and sections that are considered not important. The second 
feature is summarization. The purpose of summarization is to 
provide the users a preview of the web page. This preview will 
assist visually impaired users in developing a gestalt 
comprehension similar to the one that is easily attained by sighted 
users. Simplification and summarization are implemented in 
conjunction with a “guide dog” that helps users navigate the entire 
web site.  

Simplification and summarization can be used in two situations: 
transcoding existing web pages (HTML-based) to make it more 
accessible and rendering semantically coded contents (from 
database or XML-based documents) for users with disabilities.  
This paper focuses on the situation where existing web pages need 
to be transcoded to make them more accessible for users with 
visual impairments. We implement the concepts of simplification 
and summarization as part of the accessibility transcoding 
gateway developed in our earlier project [1].   

1.1 Simplification 
Simplifying the web requires understanding the structure 
underlying the entire web page document. By understanding the 
structure, we can decide which sections of the webpage are 
important and therefore to keep, and which ones are clutter and 
need to be discarded. Simplification is done by removing the 
clutter or selecting only the most important sections of a web 
page. A similar approach using page annotation is page clipping 
[2]. Instead of annotation, we use genre-based template and 
pattern matching algorithms that are potentially more extensible.     

In order to understand the contents of a web page and to decide 
which parts of the web page are more important than others, we 
propose a novel method using a combination of pagelet feature 
recognition and genre-based templates. Simplification is also 
conducted in the creation of a “guide dog” that plays an important 
role in AcceSS.  
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1.2 Summarization 
Harper et al. [3] suggested that the use of context probing to assist 
preview may increase the mobility of visually impaired users in 
their virtual journeys through the Internet. The work focuses on 
extending the information on links in a page by adding contexts 
which describe the destination of the links.  In this project, we 
extend the concept of context probing, not only to give 
information to links, but also to create a preview of the entire page 
that the user interacts with (summary of the page). In our previous 
work ([4]; [5]) we found that summarization helps users of 
wireless handhelds in reading large complex document such as 
journal articles.  In that work, a similar approach using table of 
contents (TOC) for providing overview was proposed [6]. The 
goal of summarization is to provide visually impaired users a 
quick glance of the page, thus assisting them in building a gestalt 
model of the page. Our summarization method relies heavily on 
the structure and important landmarks of the page, such as 
abstract, title, and subtitles to build the summary of a page.  

2. RELATED WORK 
There has been extensive work on understanding web documents 
with the goal of summarization and removing clutter from the web 
page.  Early work on BrookesTalk [7] generates a summary and 
abstract of the web document using natural language processing 
techniques. Our system treats a webpage as a collection of various 
page elements (ranging from navigational bar, stories, 
advertisement, etc). In this situation, using an information 
retrieval technique to generate a summary will return a number of 
unrelated sentences. Instead, we utilize the headlines and other 
important landmarks of the page to create an outline of the page, 
which functions as the summary of the page. 

Our work relies on the detection of elements contained inside the 
page. There have been many methods suggested to do this. Takagi 

et al. [8] uses Xpath to mark various sections. This is very 
efficient for a site-wide transcoding, since usually there is little 
change in the structure of the pages within the site. We use the 
template matching technique because our goal is to transcode 
arbitrary sites. We found that utilizing xPath to pin-point a web 
element creates a scalability issue in transcoding arbitrary sites. 
Some visual layouts can be built using different HTML codes, 
thus creating different DOM Tree structures. This means that 
across different pages, a web element, while 'visually' being 
placed at the same location in the display, might have a different 
xPath to point. Another problem arises when a page is being 
generated dynamically. If 'noise' (such as an advertisement) is 
placed between web elements in the page, it might change the 
xPath slightly. In this case, the xPath might point a different node, 
creating a false positive condition. With the template matching 
technique, we have a flexible way to detect page parts (with 
different DOM Tree structure) while avoiding noises (such as 
additional parts, e.q. advertisement, which is being inserted 
dynamically). 

Ramakrishnan et al.[9] relies on recurring patterns to detect 
important sections and then find their function by using text 
analysis. We show a different method of detection. Ours is a two-
step detection process. We first detect the landmarks of the 
template (for example in Figure 2 we detect the 4 main 
components Masthead, Left Menu, News Content, 
Advertisement). The second phase is detecting elements inside 
those landmarks, such as news titles and menu elements, which 
we call pagelet detection. 

3. GENRE-BASED TEMPLATE 
Humans interact with a familiar environment better than a non-
familiar one. Consequently, humans prefer working in a familiar 
environment rather than a new, unfamiliar one. This tendency 
drives site builders to use a familiar site environment (template) to 

Figure 1 Example of simplification. Only the most important section is presented in the simplified version of 
the web page 



capture the interest of their visitors. Additionally, the use of a 
template in a website reduces visitors' memory workload by 
giving them a familiar interaction schema. This concept has been 
widely adopted by website development tools or document 
authoring tools by providing templates for several types of 
websites or documents.  It is also no accident that news websites 
tend to look similar or many e-commerce websites follow the style 
of Amazon.com.  

Figure 2 and 3 shows two websites having similar templates. In 
figure 2, notice how the current news is located in the middle and 
the top contains the masthead, while the left part contains links to 
various other section of the news. Likewise in figure 3, the 
navigation is located under the masthead, while the middle part 
contains the list of products on sale. 

Based on this genre concept, we propose to build templates for 

each website genre. Templates contain important parts of the page 
that sighted users can recognize easily while traversing a web 
page.  We call these easily recognizable areas of a web page 
landmarks.  The template of a genre website consists of a set of 
landmarks that are arranged in a certain composition. Similar to 
traversing in the real-world environment, landmarks in a website 
help users navigate that website.  For example, a template may 
have a header landmark, a left-side vertical-navigation bar 
landmark, and a content landmark. A template is implemented as 
objects containing rules that can be used to identify landmarks 
(for example, a header landmark is located at the top of page 
structure). 

Genre-based templates are constructed from a prototypical 
website of each genre. For example, news.yahoo.com and 
CNN.com are used to construct the templates for the news genre, 

Figure 2 Website examples of news genre: New York Times and Pittsburgh Post-Gazzete 

Figure 3 Website examples of e-commerce genre: Amazon.com and BAMM.com 



while Amazon.com is used to construct one for the e-commerce 
genre.  If the features within the genre are quite different from 
one another, more than one sub-genre can be constructed within a 
genre.  For example, although news.yahoo.com and CNN.com 
are both news pages, they are quite different and we constructed 
different sub-genres for both. Also, within a genre, different 
templates are constructed for different levels of websites.  For 
example, within the news genre the template for the main page is 
quite different than the template for the full story page.  

Templates are implemented as objects containing rules that can be 
used to identify landmarks (for example, a header landmark is 
located at the top of page structure). A library of templates is 
constructed to assist the transcoding system in understanding an 
actual webpage and to help in determining which sections are 
considered important and what kind of transformation is needed 
to make it more accessible and usable to users with visual 
impairments.   

Figure 4 The AcceSS Transformation Process 



4. GENRE DETECTION AND 
TEMPLATE MATCHING 
The first step in transcoding a web page is genre detection. The 
purpose of genre detection is to find out what type of website we 
are dealing with, which template it matches, and what kind of 
transformation would be needed. Genre detection is done after a 
page is requested from a website by a user (figure 4.b). 

In order to detect the genre of a page, we utilize two phases of 
genre detection through table lookup and heuristic rules usage. In 
table lookup, we list popular web page URLs in a table and 
associate them with certain genres. The second phase is triggered 
when a page's URL is not listed in the table. In the heuristic rule 
phase, we analyze the content of the page to gather information 
that can be used to determine the genre of the page by using 
heuristic rules.  

The rules need to be manually inserted into the system and can 
range from simple text matching rules (such as 'find a sentence 
with "shopping cart" term in it'), to more sophisticated rules ('if a 
certain body of text has a date or time associated to it, it is a news 
text'). These rules were utilized to look for genre-specific 
characteristics in the content such as the occurrence of specific 
keywords, length of text, length of menus, etc. For example, 
'shopping cart' and links to cart-related pages indicate that the 
page is part of an 'e-commerce' genre, and the first rule in our 
previous example ('find a sentence with shopping cart term') 
would be one of the rules to determine the 'eCommerce' genre. 
The latter rule ('if a certain body of text has a date or time 
associated to it, it is a news text') is one of the rules to detect 
'news page' sub-genre. We use the news genre as a case study 
because the news genre is among the most visited sites compared 
to other genres [10] 

The next step, the template matching process, detects the specific 
template (figure 4.c) of the page. We implemented the templates 
as abstract structures in the objects, with the rules to detect 
landmarks implemented as the methods of the object. These 
objects will then scan the DOM Tree of the page to find matching 
features in the structure and provide a similarity percentage 
between the structure and the template implemented in the object 
(for example, a template with title, left menu, right content and 
footer features will give a 75% similarity percentage when 
scanning a page which only has title, content and footer parts). 
The object with the highest similarity percentage will determine 
the template of the page and divides the page into sections such as 
that shown in (figure 4.d).  

A pagelet is defined by Bar-Yossef & Rajagopalan [11] as a self 
contained logical region within a page that has a well defined 
topic or functionality. Some of the pagelets for this page are 
shown in figure 4.g.   The pagelet detection process consists of 
pattern matching and refinement. We create a set of HTML 
element patterns for detecting each pagelet (figure 4.f). The 
patterns are regular expression patterns which consist of tokens 
representing HTML elements. The pattern matcher tries to match 
to the HTML elements for each section of the page (figure 4.d).  

Each section looks for different pagelets. A section such as the 
info bar looks for the appearance of a navigation menu, while the 
content section looks for heading and news pagelets. When the 
pattern matches a particular HTML element, the corresponding 
HTML element is marked as the start of a particular pagelet. 

After all pattern matches are found, the result of the pattern 
matching process is refined. If an element is marked as matching 
two different pagelet patterns, one of the marks is deleted. The 
choice of the pagelet to delete depends on a priority score of the 
corresponding pagelet.  

We tested this pagelet detection process on two pages each from 
six sites for a total of twelve pages. The six sites were chosen 
based on their genre consisting of two e-commerce sites 
(Amazon.com, Ebay.com), two news sites (news.yahoo.com and 
Cnn.com), and two journal aggregators sites (BMJ and Ovid). The 
two pages chosen for each site are significantly different from 
each other in structure and function. 

The result of preliminary testing for this algorithm is shown in 
Table 1. The row signifies true pagelet type; the column 
represents what the pagelet was detected as. Some pagelets were 
undetected as shown in the last column and some contents which 
are not pagelets were detected as pagelets (last row). On average, 
28.9% of any element marked as pagelets were actually non-
pagelets, 17.3% of actual pagelets were incorrectly classified, and 
19.5% of pagelets were not detected at all. Based on these results, 
we believe that detecting pagelets from a random webpage is 
possible, although we may incorrectly detect pagelets. Better 
patterns are currently sought to increase the accuracy of the 
pattern matching process.  

We used the template of a genre to help match the pagelets of an 
actual page with the landmarks of a template.  Once the important 
landmarks have been identified, the next step is to group the 
remaining non-important chunks of a webpage.  This is usually 
clutter that can be eliminated from the page. Because of the 
grouping algorithm, this phase may change the structure of the 
DOM Tree. In essence, this phase divides a page into its 
landmarks and prunes non-landmarks.  Further refinement adds 

Table 1 Result of Pattern Matching and Consolidation Process without Template 

Pagelet detected News Heading Navigation Related Links Undetected 

True pagelet 
type      

News 33 0 0 0 2 

Heading 0 158 0 0 51 

Navigation 0 4 32 19 12 

Related Links 11 8 28 33 14 

Non-Pagelet 44 59 29 1  

 



undetected pagelets and deletes falsely detected pagelets based on 
a knowledge-base with information on page genres, specific sites, 
and even specific pages. The final result of the pagelet detection 
process is shown in figure 4.g. Accuracy tests of using the genre 
to match pagelets to the landmark are still under way. The 
preliminary results indicate that almost perfect accuracy is 
attainable.  

5. TRANSCODING FOR 
SIMPLIFICATION AND SUMMARIZATION 
The genre of a website provides not only a clue as to the structure 
of the webpage, but also to what summary strategy would be 
appropriate for the page. For example, a news page from a 
newswire usually contains hot stories that are intended for fast 
scanning or reading. Therefore, news pages focus more on 
navigation between stories, allowing users to scan stories and to 
jump around from one story to another.  Directory pages, on the 
other hand, usually have a more stable structure and contents. 
Directory sites present information in a highly structured and 
hierarchical fashion, with contents filled with links to other sites 
that actually have the information. 

Based on the summarization needs of a particular genre, we 
created additional interaction tools.  Examples of these tools 
include a content outline tool and a site navigation tool. The 
content outline tool is an outline of pagelets contained in the page. 
It consists of pagelet titles and links to a pagelet, which enables 
the user to jump directly to one part of the page or between parts 
of the page. The site navigation tool, on the other hand, enables 
the user to jump from a page to another page in the site.  
Different genres use different additional interaction tools. For 
example, the content outline tool is appropriate and easy to create 
for journal sites, as journal sites have a standard structure for 
content presentation; but might not be appropriate for news sites, 
as news sites have no standard structure for the content 
presentation of their news. 

These additional interaction tools are represented as pages 
containing a summarization of the original page. Two types of 
summarization are implemented in this project: preview and 
“guide dog”. Page preview is similar in concept to expansion on 
context presented in Harper et al.[3].    

The guide dog is intended to guide visually impaired users to 

navigate through a page that they want to interact with. The 
content of a guide dog page relies heavily on the context (genre) 
of the page. The guide dog page consists of a short text to 
describe the page (if available), links to important information or 
special feature pagelets of the genre (such as news, stories, etc) 
along with their context previews, a directory section that contains 
all the links available in the page, and additional interaction tools. 

To create these summarizations, we first append the original page 
with section nodes representing the new pages. Selected pagelets 
are copied into their appropriate sections. For each genre, we 
create specific criteria or rules (figure 4.h) to determine which 
pagelets are selected to be copied to the sections according to the 
summary strategy for that genre. In the news example of the above 
figure (figure 4.i), the detected navigation menu of the original 
page is inserted into a section called navigation; headings that are 
followed by news are copied in a section called story index; and 
the related links pagelet is ignored. The final process is the output 
generation process which outputs one section per request of the 
user (figure 4.j). The output generation process retrieves the 
section the user chooses to browse and adds additional 
information such as the title and the URL of the original page 
being shown. The output generation process also adds links to the 
other section to enable the user to move from one section to 
another.  

6. ACCESS EXAMPLE: YAHOO! NEWS 
We use Yahoo!News as a test case to show how AcceSS works. 
The original Yahoo!News webpages contain many potential 
pagelets as well as clutter (figure 5). For a sighted person, the 
webpage is not complex.  For visually impaired users, the 
webpage contains a huge amount of information and clutter. 

Our transcoding system generates four important page types that 
visually impaired users can use to interact with this news site: 
guide dog, preview, full story, and site navigation page.  

Figure 6 shows the result of transcoding on a Yahoo news Page. 
The original page shown on the top right part of the figure is 
separated into several different pages.  

The guide dog which is shown at the bottom left part of figure 6, 
is the primary navigating page of our transcoded Yahoo!News 
page. The guide dog contains a list of news titles (and news title 
links), a directory containing links to special feature pagelets and 

Figure 5 Yahoo!News Before Transcoding 



additional news (news pool), and additional interaction tools (site 
navigation and go back page link). Clicking on the news title link 
brings the story preview page (bottom right of the figure), which 
the user can read before deciding whether to read the full story or 
skip the story altogether. 

The navigation bar from the Yahoo!News page goes to a separate 
navigation page (top left of figure 6). This is done to reduce the 
clutter of the page and help visually impaired users to differentiate 
between the informational part of the page and the navigational 
part of the page. The users access this navigation link through 
clicking the navigation site link on the guide dog. 

Our pilot usability study shows that visually impaired users have 
difficulty in finding the Yahoo!News full story page because of all 
the clutter that the user must listen to before finding the link to the 
story. A user is likely to follow an incorrect link, and thus get lost. 
With our transcoding, the user starts by reading the guide dog and 

immediately finds the link to the news that they are looking for. 
The user is able to read the full story page in a short amount of 
time, without having to waste time listening to the clutter.  Figure 
7 shows the clutter hidden by our transcoding system to give the 
user quick access to the main content. Our transcoding system 
integrates the guide dog, preview page, and full story page to 
create a seamless interaction in reading the news. 

7. USABILITY STUDIES 
We are currently conducting the usability study to evaluate 
whether the AcceSS approach helps in making websites more 
accessible and usable to users with visual impairments.  The 
preliminary results of the usability studies have been favorable. 
Visually impaired users found that the AcceSS approach makes 
the website more accessible and usable.  

Figure 6 AcceSS Example: Transcoding Yahoo! News: Guide Dog, Site Navigation and Preview Page 
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A pilot study that was conducted on the usability of AcceSS.  
Two pilot participants were asked to complete 3 tasks on the 
original Yahoo! News website and the transformed website.  
Both participants used JAWS for Windows, with Internet 
Explorer as their browser and Windows 98 as their operating 
system.  The results of the pilot study are promising.  Each 
participant was able to complete all three tasks using the 
transformed website, while only one participant was able to 
complete any of the tasks using the original site (see table 2).   

Both users preferred the transformed website over the original.  
Additionally, one user especially liked the lack of graphics.  This 
user also felt that it would be better to go to the full story instead 
of going to the abstract/preview page first.  Even when 
completing the task that explicitly asked the user to utilize the 
abstract page to obtain the answer, this user went to the full story 
for the answer.  The second user, however, utilized the abstract 
page when searching for the answer to each of the three tasks on 
the transformed website.  Both participants appeared to have a 
good grasp of the virtual guide dog and the site navigation tools 
by the end of the transformed session.  Each of the users was 
more satisfied with their experience using the transformed website 
than the original. 
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 Task 1 Task 2 Task 3 
 User 

1 
User 
2 

User 
1 

User 
2 

User 
1 

User 
2 

Transformed 3 3 4 2 5 1 

Original - - - 2 - - 

 

Table 2 Time to task completion (in minutes) for 
each pilot participant. If no time noted, the task was 

not completed within the 5 minute threshold. 


